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Abstract: Listening tests are often an essential part of sound design but can be resource intensive to carry out. Where there are many degrees of freedom in the sound
design parameters, the ‘curse of dimensionality’, means that the number of trials required to reliably understand the impact of a particular design variable increases exponentially with increasing number of parameters. When there is a particular design
goal in mind (e.g. maximum audibility, pleasantness, etc.) this can be somewhat mitigated by using efficient optimisation techniques with online sound generation during
listening tests -- whereby a black box optimiser iteratively moves the parameters towards those which produce the desired percept. We show in a pilot study that this
approach can be improved yet further by first using dimensionality reduction for the
synthesis parameters prior to performing the listening test. This allows sound designers to use fewer testing resources when optimising for a particular percept.
Keywords: Sound design; Crowdsourcing; Dimensionality Reduction; Human Computation

1. Introduction
When designing audio stimuli, there is typically a range of qualities which the designer attempts to achieve, which can range from subjective (happy, sad, etc), to objective (threshold
of audibility, maximum frequency present). In certain cases, such as auditory alarm design,
standards may dictate certain requirements (Vieria et al., 2019, Edworthy, 2012), where
alarms should be audible, localizable, correctly communicate the level of priority, etc. particularly for safety critical environments. The produced sounds should be validated by users, to
ensure that they generally satisfy all requirements across a broad range of listeners.
Rigorous validation of audio data is generally quite a slow process if done iteratively as suggested by any current design process. A candidate sound is produced, validated with a listening test, and then adjusted if necessary (Edworthy & Stanton, 1995, Edworthy et al., 2017). If
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no automation is used, the time and expense involved multiplies with each revision cycle,
and after some point, it simply becomes infeasible to continue revising the sound.
If the sounds are produced using a parametric model, then automation of the design-revision cycle can be performed much more quickly. A range of candidate sounds can be produced and evaluated almost in the same pass, just by altering the parameters of the model.
However, as the number of parameters increases so does the search space for the optimum
parameter set which produces a particular auditory percept. As the search space grows, so
does the effort required for human validation, as sufficient listening test trials are required
to properly explore the parameter space. A balance must be struck between the range of
sounds which can be presented to the test participants, (providing more chances to find the
'optimal' sound) and the number of test participants required -- to properly evaluate increasing numbers of candidate sounds, the number of participants and hence time, effort and
cost increases. This problem can be further compounded by the fact that as the number of
trials in listening tests increases, the reliability of the responses decreases and subject behaviour varies (Schwarz et al., 2016, Melnick, 1991). Even with a theoretically infinite time
and user budget for performing listening tests, there are diminishing returns in terms of
making tests longer to provide more data, as the reliability of data decreases. There is a
strong argument therefore, to try to keep tests shorter to increase the quality of results.
For parametrically generated audio, the aim is to find the set of parameters which produce
the desired quality in the generated output. Input parameters produce a sample, and the audio output is somehow scored (computationally or with listening tests) according to the desired qualities. This paradigm of exploration of the parameter space is somewhat analogous
to the selection of hyperparameters in machine-learning models, where much work is put
into optimisation strategies which try to reach an effective model without having to perform
an exhaustive grid-search over all possible parameter combinations (Feurer & Hutter, 2019,
Head et al., 2020). Bayesian approaches to this optimization are a good candidate since they
perform well where the function is a black-box, such as in the case of high-dimensional synthesiser parameters to listening test response. Such strategies have already been applied to
the creation of visual media (Koyama et al., 2017) for example. Although efficient parameter
exploration strategies are useful on their own, in cases where the cost of validation is high,
as with listening tests, any additional performance in optimization can be hugely beneficial.
It has already been shown that the compression of the search space can produce better optimization with fewer trials (Antanova et al., 2020) in reinforcement learning strategies for
(not simulated) robotics where, like listening tests, the real-world nature of collecting data
puts a limit on the number of test trials or training steps that can be carried out.
We use a similar approach in our iteratively optimised listening tests, and compare the
achieved target results with those optimised in an uncompressed search domain.
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1.1 Synthesis and generative models for production of audio
The current state-of-the art in generative models for audio are able to produce convincing
voice and music, based on machine learning models and large amounts of training data. Typically, these fall into either generative adversarial network (GAN) based cite (Goodfellow et
al., 2014), or Variational Autoencoder (VAE) based (Kingma & Welling, 2013).
A GAN solution consists of two neural networks, where one of the pair attempts to generate
increasingly realistic examples, whilst the other aims to become increasingly adept at discriminating the generated example from real examples.
Variational autoencoders are a neural network architecture that aims to learn a continuous
probabilistic representation of the training data, from which the input can be reconstructed.
The architecture is such that the distribution is learned by the first portion of the network,
typically called the encoder portion and decoded by a decoder. New examples can be generated by sampling from the latent space, and by its continuous nature, being based on a
probability distribution, a well-trained VAE should give realistic outputs across all the normal
range of its operation. Where different types of data are used in training, VAEs can also generate output which is a combination of various training examples by sampling the latent
space between points pertaining to the encoding of the original classes. This use of VAEs for
audio generation has already been successfully demonstrated in (Roberts et al., 2018, Çakir
& Virtanen, 2018). The training of a VAE typically consists of minimising a cost function made
up of two terms - the reconstruction error with respect to the input, and a regularization
term, which aims to keep the latent distribution consistent with that of the prior. Furthermore, points close to each other in the latent space, will produce similar outputs when decoded. The state of the art for generating audio tends towards using large amounts of training data and fairly large models (Donahue et al., 2019, Dhariwal et al., 2020) to try to accurately produce the waveform of the audio. More traditional forms of audio synthesis are still
widely used and highly applicable in the field of sound design. Many approaches exist, they
typically do not require as much data as the most modern approaches. A synthesiser might
not be trained on the model, but a sound designer may use data either directly (as in sampling synthesis (Russ, 2012) or for reference.
Whether the approach is used for synthesis state of the art or not - typically the sound produced is manipulated by inputting some parameters into the synthesis model, from which an
output is produced.
The appropriate audio synthesis technique in any particular case will depend on the desired
output, computational requirements, and ease of use. What is important here, is the concept that based on some input, audio is produced. Mapping these inputs to audio is the
function of some synthesis technique, whether machine-learning driven or a hand-crafted
set of oscillators. With listening tests, the suitability of the sound produced by any technique
can be evaluated.

3

Tom Barker, Joana Vieira, Frederico Pereira, Rui Marques, Guilherme Campos

1.2 Perceptual testing for generated audio
The mapping between physical acoustic parameters and their respective perception is quite
non-linear (Plack, 2013), which adds an additional layer of complexity to the testing of multiparameter models. Successful attempts have been made at using power functions such as
Steven’s Power Law to somehow predict the perception of test participants in what concerns one psychoacoustic variable (Hellier, 1999, Hellier et al., 1993) but even so there
sometimes can be debate about the applicability of relationships learned from a particular
experiment applied in another (Gonzalez et al., 2012).
Indeed, a psychometric function may exist for the variation of a single parameter, but when
multiple parameters co-vary, it becomes increasingly difficult to accurately describe the perceptual effect. For example, the perceived loudness of pure tones at different frequencies
may differ, despite the sound pressure level being the same. The perceived pitch of a complex tone may not be the fundamental frequency.
Although experimental data exists for many psychoacoustic functions (e.g. pitch to loudness,
amplitude modulation to roughness) these typically give examples which hold true for a simple case (e.g. the effect of amplitude modulation applied to a single tone may be well described), but may not sufficiently describe the effects of change to a single parameter in the
presence of many other co-varying factors. For this reason, listening tests are often required
to understand the effect of all parameters at once.

1.3 Bayesian optimization
Bayesian optimization (Mockus, 1975, Mockus, 2012, Frazier, 2018) is an optimization approach which is well suited to black box optimization problems, such as the function mapping between audio stimulus, and listening test response. A function
is initially estimated as a random function and a prior used, which attempts to describe the behaviour of
. Iterative evaluation of
at various points updates the estimate, and leads to a posterior distribution and updated estimate of
. There are various Bayesian optimisation
strategies, but the common approaches use Gaussian processes.

1.4 Web-based listening tests
Compared to laboratory based experiments, an advantage of web-based listening tests is
that they can be taken by anyone with a suitable web-enabled device and participants can
participate from almost anywhere at any time. This increases potential diversity of responses, and gives a more representative sample than might be otherwise available, e.g.
when recruiting candidates from within a university programme, as often happens in academic research. The use of web technologies and automated testing means that the theoretical upper limit on respondents is much higher than would be possible in a laboratory setting, where physical realities limit. It would not be practically possible to conduct an on-site
listening test with 10,000 participants (as an example number) simultaneously, but, if it were
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possible to recruit participants to an online listening study, this number would be realistically
achievable via online tests.
There is an argument that the quality of results may decrease when the experimenter has
less control over the environment, but it has been shown that when a well designed experiment is carried out, there may only be minor differences between lab based and web-based
experiments. Multiple researchers have shown that there exist only minor differences between listening tests carried out in a laboratory environment and those carried out over the
Internet, if the experiment was well designed, although there tended to be larger variances
in responses for web-based experiments for an equal number of participants ( Cartwright et
al., 2016, Schoeffler et al., 2013). However, given the benefit of the potential for a greater
number of more responses from a more diverse respondent pool, the advantages of webbased experiments are clear.
With web-based procedures, the experimenter does lose some control over presentation of
stimulus (e.g. precise calibration of sound pressure level), and so it should be considered
during design of the experiment, and will not be appropriate for tests where this type of
control is critical.

1.5 Contributions and organisation of the paper
The primary contributions of this work are the demonstration that where listening tests are
used to try to evaluate stimuli according to some quantifiable value, it may be of benefit to
explore the range of parameters via a latent compressed representation. A pilot listening
test confirms that when Bayesian techniques are applied to the compressed domain, both
the convergence behaviour and global optimum found are better than optimising over the
uncompressed parameters. Practically, this can reduce the amount of trials needed from human subjects to verify or select stimuli that satisfy the requirements of a sound designer.
The software developed for carrying out listening tests in this manner is released to the public in an online code repository, so others may modify for their own use, and verify the technique (Barker, 2021).
The paper is organised as follows: Section 2 explains the proposed method of optimization
of audio via listening tests, and the compression of the parameter space with VAEs. First a
general approach is described, then specifics which led to our experimental result are given.
The evaluation is described in Section 3, before the interpretation of the results, conclusion
and future research directions are described in Section 4 and 5.

2. Proposed method
The approach presented is supposed to be somewhat generic and could be applied to any
quality that an experimenter would wish to measure perceptually rather than computationally. We outline the fundamental concepts behind the proposed work, and in the next Section give a concrete example of our use case.
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The aim is to optimise some property of the stimulus according to some perceptually measured cost function. Unlike mathematical cost functions which can simply be evaluated over
as many points in the search space by applying the function to the evaluation point, the perceptual function requires presentation of the stimulus to the user, followed by the collection
of the user's response. A suitable test which gathers appropriate response data must therefore be designed and created.
A variational autoencoder is used to learn a lower dimension representation of the optimization space, whilst aiming to preserve as much of the pertinent information. Once a latent
representation has been produced, the decoder portion of the VAE is used to generate parameters for the generation of audio stimuli in listening tests. The process is shown diagrammatically in Figure 1.

Figure 1. Use of a VAE decoder in conjunction with a synthesis engine and black box optimizer to produce new stimuli for a listening test based on previous test responses.

2.1 Design and implementation of the listening test
Our listening test evaluated the audibility of complex tones made from the addition of sinusoids in the presence of white noise.
For a given RMS value, the audibility ( ) was measured by asking the participant to adjust a
slider on screen, which affected the overall amplitude of the tone. The ratio between the
amplitude of the tone ( ) (via user response and slider position), the RMS value of the tone (
, a property of the synthesis and number and power of harmonics present), and the
peak value of the noise (
) was evaluated according to the Equation (1):

(1)

where
is calculated as the root of the sum of the squares of each sinusoid in the additive synthesis scheme (see Section 2.2)
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(2)

The lower the value returned from the listening test and Equation (1), the more audible the
particular tone is in the presence of noise.

2.2 User Interface
The user was introduced to the test and audio levels calibrated, over two screens, before the
main test began. In the main test, stimuli are repeatedly presented to the user, and the
same mechanism is employed in each trial. A diagram detailing the interface is shown in Figure 2, and the key elements are the following:
A. Tone volume slider. Moving this to the right increases the amplitude of the tone
played to the listener.
B. Start audio button. Clicking starts the playback of the sound. Noise is played at some
value between 0.25x and 1x the peak level determined in the setup, and the tone
plays with the amplitude proportional to the position of slider a).
C. Stop audio button. Stops all audio playback.
D. Submit button. Appears only once audio playback has begun. When clicked, submits
the position of slider a) (and hence threshold of audibility) to the test engine.

Figure 2. Screenshot of the test interface presented on both desktop computer web browser, and via
a mobile phone.
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Figure 3. Test instructions are presented in a pop up box if the user clicks ‘instructions’. The text reads
“Adjust the value of the slider until you are confident that you can hear the tone over the
noise. When you are confident that you can hear the tone, click 'submit'. If you can not hear
the tone at all, please move the slider to the MAXIMUM (furthest right) value. The button to
submit your response will appear once you click 'Start Audio'.”

2.2 Synthesis model
The synthesis model which produced audio for the listening test consisted of 4 sinusoidal oscillators, for which the frequency and gain could be set. However, the constraints on the oscillators were parameterised into 4 variables, shown in Table 1. A simple model was used, to
allow the proof-of-concept of the overall approach, but could be extended to allow more
varied and rich sound production.
This model could produce either pure (single frequency) or complex sounding (including
multiple partials) tones, with either harmonic or inharmonic overtones, via a basic additive
synthesis of sinusoidal oscillators. The use of these basic oscillators allowed for ease of implementation in a web browser, as this type of simple synthesis can be easily performed via
the Web Audio API standard, implemented in most web browsers (W3C, 2021).
Table 1. Range of possible parameters for generating tones with 5-oscillator synthesiser
Parameter

Range

Fundamental Frequency F

50<F<3000 Hz

Number of Harmonics N

0,1,2,3,4

Harmonic Detuning D

-100<D<100 Hz

Amplitude of harmonics A

0<A<1
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Figure 4. Additive synthesis engine comprising 5 sinusoidal oscillators. The first oscillator has an output and the other oscillator parameters are varied based to produce harmonicity or dissonance in the overtones by detuning by D Hz, and setting their amplitude based on number of
harmonics and amplitude of harmonics.

2.3 Dimensionality reduction with a variational autoencoder
The parameters of the synthesiser were encoded via a variational autoencoder neural network, so that the 4-dimensional input was mapped to a 2-dimensional parameter space
which captures as much of the variation present in the 4-dimensional space as possible.

Figure 5. Overview of the training of the Variational Autoencoder. The overall target is that for a
given input vector, X, the predicted output vector Y is as close to X as possible, despite having passed through a lower-dimensional embedding layer. The distribution of the points in
the embedding layer is also constrained by a statistical prior. The cost function is used to inform the update of the weights in the encoder and decoder layers to achieve these two
goals.
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The synthesis parameter ranges were used to train a VAE, where a 4-dimensional input of
the parameters described in Table 1 were encoded via a 2-dimensional latent space. The architecture for the VAE is shown in detail in Table 2. These network parameters were chosen
somewhat arbitrarily, as the information being encoded will have fairly high incidence of latent parameters (e.g. Harmonic detuning parameter D doesn’t affect the output if number of
Harmonics N=0), but the aim was to produce some lower-dimensional subspace for the
bayesian optimiser to operate on, without using some prior knowledge of the actual mapping between input parameters and the output that would be produced.
Table 2. Parameters for the Neural Network used to produce the Variational Autoencoder
VAE Layers
Layer type (activation)

Dimension

Encoder
Input

4

Dense (ReLU)

32

Batch Normalisation

32

Dense (ReLU)

32

Batch Normalisation

32

Dense (ReLU)

32

Batch Normalisation

32

Sampling

2

Decoder

10

Input

2

Dense (ReLU)

32

Batch Normalisation

32

Dense (ReLU)

32

Batch Normalisation

32
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Dense (ReLU)

32

Batch Normalisation

32

Dense (None)

4

Once the VAE has been trained, it provides us with the decoder which allows the mapping of
lower dimensioned vectors to the input parameters for the synthesis engine as in Figure 6:

Figure 6. The decoder, derived as the latter half of the autoencoder. Once the autoencoder has been
trained, the decoder takes lower-dimensional inputs to produce high dimensional outputs
which are passed to the synthesis engine.

Training examples were produced by randomly generating parameter combinations from a
uniform distribution for each parameter, with
training examples being used, this number
fitting in GPU memory on the training machines. Inputs were normalised to have zero mean
over each dimension and variance reduced by normalising by the batch standard deviation.
The network was trained according to a composite loss function consisting of the mean
squared error between the predicted output and input values, and a weighted Kullback
Leibler (KL) divergence to between the latent variables and the target normal distribution
.
A numerically stable implementation often used in deep learning applications uses exponents rather than the
value in standard KL formulation and becomes:

The mean squared error loss
such that:

is calculated between Input value

and prediction
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The overall loss function

minimized in the training of the VAE was therefore:

with the
weighting of the
term chosen empirically, such that structure and separation of points in the latent space relating to different parameters could be discerned, but
the distribution was close to the normal distribution.
The training of the model was performed using Tensorflow software1 and the Keras API2.

3. Evaluation
A listening test which aimed to produce maximally audible tones from the synthesis model
outlined in Section 2.2 was presented to N=33 participants as a pilot study and proof-of-concept for the use of lower dimension parameter spaces for listening tests.

3.1 Test procedure
The test was composed of two sections, where the audio was either generated directly by
Bayesian optimization over the parameter ranges shown in Table 1, or parameters produced
by decoding the 2-dimensional latent space of the VAE trained as described in Section 2.3.
For the latent space, the exploration space for the optimizer was capped at
since this
covers the majority of probabilities for the normal distribution upon which it was modeled.
After a short introduction to the experiment, the user calibrated the level by adjusting a
slider until a reference tone became comfortably audible. Data was collected about whether
the user was listening over headphones or via loudspeakers, but this was not examined in
our analysis.
Each participant was presented with both sections, and the order of presentation was randomised for each participant. Participants were instructed to take a short pause between
each section.
Participants were asked to assess the audibility of the tone for either 10 or 30 audio presentations in each section.
The choice to present different numbers of trials was made in order to investigate the effectiveness and the convergence characteristics over different lengths of test. Although Bayesian optimization will theoretically produce better estimates with increasing presentations,
listener fatigue and disengagement will also increase as the number of trials increases. To
some extent, this may be offset against training effects as the participants improve at the
task with increasing presentations.

1
2

https://www.tensorflow.org/
https://keras.io/

12

Listening tests for sound design

Participants to the test were recruited from friends and colleagues, as well as via online
mailing lists for auditory science and sound and alarm design.

3.2 Software and testing environment
The Interface for the tests runs in the subject's web browser, and was composed of HTML
and Javascript code, with Web Audio performing the sound generation. The logic for producing and receiving data from the participant was written in Python code, with the Flask web
framework, which handled user feedback and passed it to the optimizer and performed inference via Tensorflow. The test was deployed on the primary author's desktop PC, and a
tunnel to the service was served using Ngrok3 URL forwarding service. The test environment
described does not work for large scale testing, and should have increased robustness if
larger testing is required, but that is beyond the scope of this work.

4. Results and analysis
The results from the listening test were recorded at the time of the test, and for each test
sample, the normalised audibility according to Equation 1 was calculated and stored (lower
values are more audible).
The mean audibility of samples produced across different listening tests was examined for
each trial, and the data was analysed across test lengths of 10 and 30 trials. Figure 7 shows
the average audibility over all participants, whether they partook in 10 or 30 trials per test
case. It should be noted then, that the lower trial numbers are averaged over more test
cases. Two key points are observable. Generally, the samples produced from the VAE are
more audible than without (they tend to lie below the higher dimension results when plotted) and when superimposed with a best-fit trend line, the overall trend is for increasing audibility as the number of presentations increases, suggesting that the proposed method is
able to optimise for audibility using a listening test. Typically, in early presentations, the
higher-dimensional space performs better in terms of producing audible tones, which somewhat adds to the lessening of a ‘downward trend’ effect in the best-fit of the results. With
increasing presentations though, the increased performance of the compressed model becomes apparent.
By inspection of the subsets of listening tests over either 10, or 30 presentations, we can infer some more information about the convergence characteristics produced by the listening
tests. Where only 10 presentations are evaluated (Figure 9, Figure 10), there is not a clear
improvement for either the compressed or uncompressed parameter spaces. Trend lines
suggest that there is an improving performance for the VAE based trials, but it is not strong.
This suggests that there is a minimum number of listening test presentations that are
needed to produce useful results with this approach, whether optimizing in either a compressed or uncompressed parameter space.

3

https://ngrok.com/
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The number of trials was low, so caution must be used when interpreting these very preliminary results. They are however encouraging, as they seem to show that the proposed paradigm can help in the evaluation process of sound design, by more rapidly identifying candidate sounds which better satisfy the validation goals of listening tests compared to uncompressed parameter spaces.

Figure 7. Average audibility at each iteration of the listening test, over all participants (lower is better). The first 10 trials were taken by all participants, and the additional trial 11-30 by approximately half of the participants.

Figure 8. Average audibility at each iteration for all participants who completed 30 trials (lower is
better).
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Figure 9. The first 10 trials for all participants (same data as trials 1-10 in Figure 7). Over a low number of trials, neither approach convincingly increases the audibility of the produced audio
(lower is better).

Figure 10. Discounting participants who took part in 30 presentations, there is a somewhat similar
pattern as the 10 trials shown in Figure 9. There is not a strong trend of improvement in either test (lower is better).

4.1 Further work
The role of the Bayesian optimisation alongside the compressed domain and the relative
contribution of each to the better convergence has not been investigated. Whether other
optimisers would produce superior results in either domain could also be seen.
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Applying the technique over other listening tests will help to identify where it is useful and
where it is not. However, as a proof of concept, the results are extremely promising, and in
the opinion of the authors, warrant further investigation.
More test participants should be recruited for a more rigorous evaluation. This will require
additional effort to engineer the code to be more scalable, as well as increased hosting resources. Paid participants could be recruited via a commercial crowdsourcing service such as
Amazon's Mechanical Turk, and should also be considered when further developing the software.

5. Conclusion
This paper proposed the use of a combination of techniques which when used together, may
be beneficial for sound design. Since the mapping of audio synthesis parameters to listener
response is somewhat of a black box function, the use of Bayesian optimization can help to
evaluate in an efficient way, hopefully increasing convergence speed.
Software which combined this Bayesian optimisation, latent space models and listening tests
was developed, and used to perform a pilot test over a limited range of participants. The results were encouraging, although perhaps not yet rigorous enough to fully understand the
strengths and weaknesses of this approach. They are strong enough that the authors feel
that continuation of this research in both terms of more comprehensive testing, and the application to more ambitious sound-design tasks should be performed.
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